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Abstract—Extreme-scale systems are growing in scope and
complexity as we approach exascale. Uncorrectable faults in such
systems are also increasing, so resilience efforts addressing these
are of great importance. In this paper, we extend a method
that augments hardware error detection and correction (EDAC)
contextually, and show an application-based approach that takes
detectable uncorrectable (DUE) data errors and corrects them.
We applied this application-based method successfully to data
errors found using common EDAC, and discuss operating system
changes that will make this possible on existing systems. We show
that even when there are many acceptable correction choices
(which may be seen in floating point), a large percentage of
DUEs are corrected, and even the miscorrected data are very
close to correct. We developed two different contextual criteria
for this application: local averaging and global conservation of
mass. Both did well in terms of closeness, but conservation of
mass outperformed averaging in terms of actual correctness.
The contributions of this paper are: 1) the idea of applicationspecific EDAC-based contextual correction, 2) its demonstration
with great success on a real application, 3) the development of
two different contextual criteria, and 4) a discussion of attainable
changes to the OS kernel that make this possible on a real system.
Index Terms—Fault tolerance, high performance computing,
error correction codes, maximum likelihood decoding

I. I NTRODUCTION
High performance computers (HPC), supercomputers, and
clusters face a number of challenges as they scale towards
exascale [1]. These include power, programmability, reliability
[2], and a variety of hardware and software changes which are
required to achieve the massive scale necessary to solve the
problems of tomorrow.
These machines require both software and hardware efforts
to ensure that applications running on them get the right answer. Checkpoint/restart is commonly used to tolerate fail-stop
events and globally recover from a failure. Other techniques
1 A portion of this work was performed at the Ultrascale Systems Research
Center (USRC) at Los Alamos National Laboratory, supported by the U.S.
Department of Energy contract DE-FC02-06ER25750. The publication has
been assigned the LANL identifier LA-UR-18-27672.

include fault-tolerant middleware libraries and software-based
algorithmic resilience to data corruption.
SRAM, DRAM, and co-processor memory often use errordetection and error-correction codes (EDAC) for fault correction. These codes offer a range of tradeoffs in terms of space,
complexity, and power. Chip designers use these tradeoffs and
system fault-tolerance requirements to determine what level of
protection is required at which tier of the memory hierarchy. It
is not uncommon for a system to have several different EDAC
schemes present in the memory hierarchy alone.
Conventional coding techniques include Hamming codes
[3], Hsiao codes [4], Bose-Chaudhuri-Hocquenghem (BCH)
codes [5], Chipkill-correct [6], the simple parity, and other
schemes. Semiconductor manufacturers also employ proprietary coding schemes in their products. These codes range in
complexity, power-efficiency, data rates, and other important
criteria, but a general characteristic of all of these codes is
their detection and correction properties.
In general, the number of bit errors that a given code can
detect is larger than the number of bit errors that it can successfully correct. This is a consequence of their mathematical
structure. A system using these codes must then address in
some way those errors that are detected but are not corrected.
The default behavior upon encountering a detectable but
uncorrectable error (DUE) is to log an appropriate error message, and then immediately halt the entire system, including
all running processes as well as the operating system itself.
In an HPC system that uses checkpoint-restart as the primary
defense against faults, the presence of a DUE would induce
an application restart from the last known checkpoint file.
This treatment of detected but uncorrected faults leads to
wasted time, wasted energy, decreased application efficiency,
and longer overall time to solution. It would thus be advantageous if there were a method to address such postEDAC faults, without impairing correctness of calculation,
and without taking the extreme measures of shutting down
the process.

We note that mathematically, when an uncorrectable error
manifests through an EDAC method, only a fraction of all
faults can possibly have caused the particular error. We further
reduce the set of possible faults by assuming that fewer concurrent faults are more likely to occur than a more numerous
number of faults, so only a very small fraction of the possible
faults are candidates [7]. Finally, only one or a few of these are
even close to the expected value, based on application data for
nearby cells. This situation is depicted in the notional Figure 1.
We then accept as correct the closest tentative correction. If
several choices are acceptably close, choosing the wrong one
will cause silent data corruption (SDC), but the application
may in fact tolerate this, because the incorrect value is close
enough the correct value.

Fig. 1: These notional figures illustrate a 1-dimensional curve
with a detected but uncorrected fault at the gray box. The dots
represent all possible corrections. In the left graph, only one
choice is acceptably close. In the right graph, three choices
are acceptably close, and it is not clear which to choose.

II. P RIOR W ORK
In 2016, Gottscho et al [9] observed that only a small
number of DUEs are actually possible corrections to a DUE
caught through EDAC. They used information external to the
EDAC method to select from this small number of possibilities
and correct some of these DUEs. They then corrected for
instruction errors, and noted that these methods might be applied to data errors. They filtered obvious incorrect instructions
and used cache closeness to eliminate others, and achieved an
impressive 34% correction of these instruction errors.
In 2017, Schoeny et al [10] followed up on this work
by exploring unequal message protection for random-access
memories, by selecting specific messages to have extra protection against errors. This type of research in context-aware
resiliency is precisely the type of work that the extremescale computing community will need in order to address the
growing prevalence and mitigation of faults as feature sizes
continue to decrease and as system component counts increase.
In this paper, we follow up by concentrating on data errors
in a system protected by two common SECDED codes. We use
application-specific metrics to select the most likely possible
correction, and test these on a relevant application. We also
emphasize OS modifications supporting this scheme that can
now be implemented in current-generation systems.
We look at data errors here because faults are more likely to
occur in data space, due to its relative size. Also, an incorrect
instruction value is likely to crash the program, and thus
becomes obvious shortly, but an incorrect data value is likely
to go unnoticed and cause overall incorrect results at the cost
of scientific accuracy and impact to mission.
III. OS M ODIFICATIONS

The mathematical idea at the heart of this work is the
interplay between different distance metrics. This exploits the
idea that two Hamming-close words are often Euclidean-far.
In this paper, we apply contextual application knowledge to
output provided by EDAC. We propose modifications to the
operating system kernel and to applications, and demonstrate a
software extension of existing EDAC mechanisms that would
allow a system to continue operation through DUE errors in
data by making use of contextual knowledge of the underlying
behavior and structure of the application to turn what would
have been uncorrectable errors to correctable ones.
The contributions of this paper are as follows: We introduce
an application-based contextual method of error correction.
We discuss errors in data in great detail. We provide recommendations for the necessary changes to the Linux kernel
that would be required to redirect system halts to invoke
application specific handlers to work in tandem with EDAC
subsystems. We document the extensions to and resulting
performance of two common EDAC codes [3] [4] that enable
these application handlers to carry out corrections. Finally,
we demonstrate the impact of these EDAC extensions to a
well-known computational hydrodynamics proxy application
[8] that is used at LANL and the US DOE complex at large.

While DUEs are not common, they are not rare enough that
finding clever ways to address them would not be worthwhile.
Supercomputers run tightly coupled numerical simulations
that, generally speaking, are unable to keep a job running when
one node (or the kernel on a node) in that job crashes from
a DUE. Therefore, we are interested in understanding in what
cases we can tolerate DUEs at an application level and keep
applications running at an acceptable fidelity.
A memory location is checked for error not only when
accessed by an application but also periodically checked by
hardware-based scrubbers [11]. If a DUE occurs it is passed to
the Linux kernel. There, the machine check exception (MCE)
software has several options for how to handle it (explained
in [12]). These options take on the form of the tolerant
field where the default is for the kernel to log the event and
panic (crash). The difference between the tolerant values
of 0 and 1 is slight and has to do with the kernel’s tolerance
to dead locks but is not relevant to our discussion here. For
a value of 3, the kernel simply logs the event and continues
operation. This is, obviously, quite dangerous and is rarely
done in practice. Our team uses this feature in neutron beam
experiments, for instance. The final choice, 2, is the one of
interest to us and it allows for sending a SIGBUS to an
application.

Figure 2 depicts the flow we discuss in this paper. As
mentioned above, the boxes marked in red are the conventional
pathways that would cause kernels to crash. In our work, we
propose the pathway marked by the thick arrows. Note that this
path includes application-specific ECC handlers with options
to merely crash the application, rather than the entire system,
if the application is not able to handle the DUE. We show in
Section V that for a science application we studied, it may be
very reasonable to in fact apply application context to handle
the DUE and resume normal operation without crashing.
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Fig. 2: Path through the Linux kernel handling ECC DUE.
The thick arrow pathway depicts the route we propose in the
optimal case for successfully handling a DUE with application
context without crashing the system.
The default response of a user process receiving SIGBUS is
to dump core and terminate; however, this signal can be caught
by a signal handler allowing the process to run a user defined
routine.3 It is precisely in this routine that we will place our
application-specific contextual correction mechanism.
The Linux kernel’s do_machine_check routine does
not currently do more than send a SIGBUS to the affected
process. In order to intelligently decide what action to take,
the application’s signal handler will need to be told the linear
memory address where the DUE occurred. It is possible to
modify the kernel to perform the physical to virtual memory
translation and publish that address into a user-readable file
in the sysfs file system. The signal handler can then pass the
address to an application mapping of the data structures in
the application to its linear address space. As discussed in
Section IV, the coset calculation (the process that deals with
computing the possible candidate list of weight-2 members
that correspond to the particular DUE encountered) depends
on the computed EDAC syndrome as well as the value of
the corrupted data. Vendors like AMD provide an interface
for accessing the syndrome data via model-specific registers
(MSR) for hardware that is protected by EDAC [13].
3 Note that not all DUE events can be handled in this manner. If the
processor context is corrupt, or a DUE occurs in kernel space memory, the
kernel will correctly panic and reboot; however, for the purpose of this paper,
we make the assumption that errors are most likely to occur in an application’s
data address space, due to the relatively large fraction of main memory that
computational science suites typically encompass compared to the size of the
kernel or process control block.

IV. ECC E XTENSIONS
As noted above, a variety of EDAC codes are used throughout a computer system. For the sake of simplicity, in this paper
we only consider a single level of memory and assume that
the memory level uses one of two common ECC codes, either
a modified Hamming code or the Hsiao code. Both modified
Hamming and Hsiao codes are characterized as single-error
correcting, double-error detecting (SECDED) codes. Both
codes have similar capabilities; however, Hsiao codes are
minimal in that they have fewer ones in the parity-check
matrix, and as such are more efficient when implemented
in hardware [4]. In a SECDED code, a single-error can be
successfully detected and corrected, and a two-bit error can
be successfully detected but not corrected. As was discussed
in Section III, when a two-bit error is detected, the operating
system will typically log the event and then completely halt
the system. In this work, we discuss the extension of the
existing ECC hardware with a software-enhancement that can
make use of contextual data to further improve the efficacy
of current hardware-only strategies by correcting previously
uncorrectable errors. We describe how the detection-correction
calculations are performed under typical circumstances.
A. Basic Concepts in EDAC
A forward error-correcting code (ECC) is a method of
adding redundancy to datavectors to permit detection and correction of errors occurring on that datavector. Forward errorcorrecting codes employ maximum-likelihood decoding, which
means that those faults most likely to occur are corrected, but
others are only detected, or may even be miscorrected. One
simple example of an error-correcting code is the addition of
a parity bit to the datavectors; this can only detect a single bit
error, but not correct it.
B. Terminology and a Simple Example
Many common EDAC systems are based on binary linear
codes, like Hsiao codes [4] and extended Hamming codes [3].
We will be looking at (n, k, d) binary linear codes: they add
redundancy to datavectors of length k to make codewords of
length n. The parameter d is the minimum number of positions
in which any two codewords differ. In what follows, all codes
will be binary linear codes and we will refer to them as
(n, k, d)-codes.
Each (n, k, d)-code has a generator matrix G and a parity
check matrix H. Codewords are generated by multiplying a
datavector of length k by an k × n generator matrix. The first
k columns of the generator matrix are the identity matrix and
the remaining n−k columns generate the check bits that enable
the detection and correction of errors. For instance, Hamming
(8, 4, 4) encodes datavectors of length 4 to make codewords
of length 8. It has generator matrix G:
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To encode the datavector [0, 1, 1, 0] (6 in decimal, left most
bit most significant), we compute [0110]G = [01101100] =
v̄. Note: here all arithmetic is done modulo 2. To compute
the seventh position in v̄ (second position from the right), we
take [0110][0111]T = 2 ≡ 0 (mod 2). There are 2k different
length k vectors and because this is a linear code, they will
all have different encodings. Thus a (n, k, d)-code contains 2k
codewords of length n [7].
The parity check matrix H for this Hamming (8, 4, 4) code
is
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For any (n, k, d)-code, the parity check matrix H has the
property that if you multiply H by the transpose of any
codeword, the result is a vector of all zeros. For instance, if we
take H v̄ T for our codeword v̄ = [01101100], we get [0000].
The result of multiplying the parity check matrix by any vector
of length n (codeword or not) is called the syndrome of that
vector. For codewords, the syndrome will always be 0̄.
Suppose a bit gets flipped in our codeword v̄. We can think
of this as v̄ being XOR-ed with a fault vector f¯. For instance,
to flip the fourth bit from the left, we can imagine v̄ was
XOR-ed with [00010000] to create a corrupted vector w̄:
w̄ = v̄ XOR w̄ = [01101100] XOR [00010000]
= [01111100]
If we multiply the parity check matrix H by w̄ transpose, we
get the syndrome [1110]. Since the syndrome is not zero, we
know that an error occurred.
In fact it is the case that if we took any codeword from the
extended binary (8,4,4) code and flipped bit 4, the syndrome
of the resulting vector would be exactly the same, i.e. [1110].
Also, since the length 8 zero vector is one of the codewords,
namely 0̄G, the vector [00010000] also has syndrome [1110],
or in decimal, 14. We will see that for any vector w̄, if the
syndrome of w̄, namely H w̄T , is 14, it is most likely that w̄
arose because bit 4 was flipped in a codeword. Thus we can
recover the codeword by flipping bit 4 back.
The length n binary vectors can be partitioned into sets
called cosets. Each coset contains vectors all of whom
have the same syndrome. For any (n, k, d)-code, each coset
will contain 2k vectors of length n and there will be
2n−k cosets. For instance, if we represent each eightbit word as an integer, the coset that contains the vector [00010000], (16 as an integer), is {16, 157, 91, 214,
56, 186, 124, 241, 14, 131, 69, 200, 41, 164, 98, 239}.
All elements of the same coset have the same syndrome,
and no two different cosets have the same syndrome. The
syndrome of any uncorrupted codeword is 0̄.
In Figures 3a and 3b, the first column contains the syndrome, and this syndrome indexes the associated coset. We
define the weight of a binary vector to be the number of nonzero bits in the vector. In Figure 3b we see that syndrome 14
indexes a coset that only has one weight one member. In fact,

all single-bit errors correspond to a syndrome that indexes a
coset that only contains a single weight one member.
C. The Correction Process
When an error is detected the syndrome points to a coset.
Each coset has a coset leader, which is a coset member with
the smallest weight, i.e. a member with the smallest number
of non-zero bits. All of the n possible weight one error vectors
are leaders of their respective cosets (and also the only weight
one members of their cosets). These codes use maximumlikelihood decoding, meaning that when a syndrome points
to a coset with a weight one coset leader, the code is going
to assume that a weight one error occurred (as opposed to
more errors, which is less probable assuming independent error
probabilities). It attempts to correct by XOR-ing the corrupted
data with that weight one member.
When a weight two error occurs, there is no unique minimum weight member in its coset, meaning that more than one
two-bit error could have resulted in the same syndrome. This
is illustrated in Figure 3b. This is precisely why these codes
are able to detect but not correct 2-bit errors, and why the
operating systems are generally configured to halt the system,
since the hardware system alone cannot correct the error.
For instance, suppose we use the (8, 4, 4) extended Hamming code as before and the value [0, 1, 1, 0] is encoded to
create the codeword v̄ = [01101100]. Say we experience a
two-bit fault at positions 4 and 5, i.e., the fault vector is
f¯ = [00011000]. This results in the corrupted vector
w̄ = v̄ XOR f¯ = [01110100].
which is 116 decimal. Compute the syndrome by taking
H w̄T = [0110]T , which is 6 decimal. We see in Figure 3a,
that syndrome 6 corresponds to the coset {6, 139, 77,
192, 33, 172,106, 231, 24,149, 83, 222,63, 178, 116, 249}.
From Figure 3b, also indexed by syndrome 6, we see that
this coset contains four weight 2 members, the fault vectors
6, 192, 33, and 124. When we XOR these fault vectors with
the corrupted vector w̄ and find that w̄ could have come
a 2-bit error in original codewords {114, 180, 85, 108}.
Looking at the first 4 bits of the 8 bit representations of these
codewords, we see that they correspond to the datavectors
{7, 11, 5, 6}, which is our candidate list.
Note that the originally encoded value 6 is among these
possibilities. In Section IV-D of the paper, we show how
contextual information can be used to select the best candidate
for correction for DUEs.
D. The Scheme and Why It Works
Under the assumption that at most a single bit error per word
has occurred, we are guaranteed to find the original correct
codeword in the coset associated with the syndrome produced
by the hardware SECDED ECC subsystem. Weight-two errors
are detected but not corrected, which means that there is more
than one weight-two element in its coset.
However, we note that there are only a relatively small
number of weight two members within a weight-two coset.
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(a) Partition of the set of all 8-bit faults into the code and its cosets.
Each 8-bit word is represented as an integer, for conciseness. The
top row is the code itself, and the rest of the rows are cosets obtained
by XORing the first row element with the codeword immediately
above.
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(b) Weights of the 8-bit faults from Figure 3a. These are colored
by correctability of the faults: blue → correct, green → correctable,
yellow → detectable but uncorrectable, peach → detectable but miscorrected, and red → undetectable. No weight-2 fault is correctable,
because any coset having any weight-2 vector has more than one.

Fig. 3: Here we show the 16 members (left) and weights (right) of each of the 16 cosets that correspond to the 16 unique
4-bit syndromes (abbreviated “Syn” above) for the Hamming(8,4,4) code. The rows in each subfigure indexed by syndrome
14 correspond to the single bit-flip example below, while the rows indexed by 6 correspond to the double bit-flip example.

This means that for this type of DUE error, we need only
consider a small subset of the elements in the coset. For
example, in Figure 3b, the coset indexed by syndrome 6
only has four weight-two members. Furthermore, this list of
weight-two vectors must only be computed once for a given
EDAC scheme, and as such, can be stored in a lookup table
(LUT). This bodes well from a computational point of view, as
this additional work represents overhead to the existing ECC
schemes employed today.
We now have a reduced set of possible candidate values, and
one of these must have been the original correct codeword. To
reduce the choice further, we make use of application-specific
contextual information to further eliminate unlikely candidates
from consideration. For example, in a 3-dimensional computational fluid dynamics calculation, we might look at the distance
of the neighboring cells to the small number of candidates and
choose the nearest candidate as our corrected word.
In other words, by making use of context-specific information about the application, we may be able to make a more
educated guess about which candidate corrections are more
likely to correspond to the initially stored value.
E. The Scheme Illustrated by the Example
In order to demonstrate this concept with a simple “hand”
example, let us assume that we are dealing with a simple twodimensional heat-transfer application, as depicted in Figure 4.
In this example, for the sake of simplicity, we use a 16-bit
Hamming code to encode integer data representing temperatures in a 2D heat-transfer model. In this example, we simulate
a 2-bit fault on the data element located in the center of the
mesh, in this case, the integer 22. We then take the corrupted
data value and calculate the syndrome to find that a 2-bit error
in fact occurred, which for this SECDED code results in a
detectable but uncorrectable error. We then calculate the list
of possible values that have the same syndrome to construct the
coset. As we can see, the correct value, 22, is in fact one of the

Candidate Members
112
Correct and chosen value

Integer
Mesh Example

24
25
24

24
??
23

23
21
22

Average (of neighbors) = 23.43

22
218
66
4434
8786
17490
34898
82

Fig. 4: Here we use a simple 16-bit Hamming code to encode
integer data, representing temperatures in a 2D heat-transfer
model, in order to illustrate the concept of context specific
knowledge that is leveraged to identify the correct original data
value of the center cell from the list of possible candidates in
the coset list, thereby moving a DUE to a correctable error.
The average of the surrounding neighbors is 23.43, and as
such, 22, the correct value, is the closest candidate. In this
case the strategy picks the correct answer.

possible candidates. At this point, this list of candidates, along
with the information from the operating system that allows
logical address of the data value can be determined by the
application’s helper function, as discussed in Section III, we
are now ready to pinpoint the correction. In this case, since we
are dealing with 2D heat transfer data, one potential conclusion
is to assume 4 that the correct original value is numerically
close to the average of the surrounding neighbors. This average
is calculated to be 23.43. By searching through the members
4 We acknowledge that this assumption may not necessarily hold, and that
in general each “protected” data-structure would potentially require its own
intelligent helper to make this determination. The purpose of this paper is as
a proof of concept and to begin to study under what conditions this strategy
would and would not work well.

of the coset list, the handler quickly identifies that the value 22
is the closest, and corrects the corrupted value to this number.
One question that the above example helps make clear is
that the ability to correctly identify the original data depends
heavily on the distribution of the members of the coset and
how “far” these number are from each other and from the
correct solution. For example, if the coset had contained the
number 23, then our simple strategy of picking the element
closest to the average would not have worked and would have
incorrectly identified 23 instead of 22. As a result, in Section V
we present the results of our study of the distribution of coset
members in isolation in a large stand-alone statistical-based
approach for both integer and floating-point data types, and
conclude with a presentation of the performance results of this
approach when implemented in CLAMR, a cell-based adaptive
mesh refinement hydrodynamics proxy application of interest
to the United States Department of Energy.
V. R ESULTS
We look here at the distribution of candidates in cosets, and
then determine the distance between candidates and an estimated correct solution. An application-specific handler with
this contextual information can then eliminate more distant
values as candidates, and choose the closest as a correction. We
implement this strategy for a hydrodynamics proxy application
and present overall performance results.
A. Distribution of Candidates in Cosets
To calculate the distribution of candidates, we sampled
across the codeword space and across the possible 2-bit error
space. We sampled the space instead of performing an exhaustive search because the 32- and 64-bit lengths tested, plus
the additional parity bits, made iterating across all possible
combinations intractable on the systems that we used to
conduct our experiments.
We conducted 100K trials of randomly-chosen initial values
with randomly-chosen 2-bit faults. We started with the 32and 64-bit integer space for Hamming and Hsiao encodings,
and found that the members of the cosets were distributed
relatively close to the correct value. We found that the distribution was not closely tied to the selected EDAC strategy,
as seen in Figure 5. Additionally, the general distribution of
coset members did not exhibit as much variation as in the
single 16-bit “hand” example in Figure 4. This reinforces the
concept that it is important to conduct these statistical studies
to determine the general behavior.
Given that floating-point values are of much more interest to
the scientific computing community, we must also explore this
space in addition to integers. To address this, we conducted
the same set of experiments as described above, but this time
for 32- and 64-bit IEEE floating-point numbers. These results
are presented in Figure 6.
Here we see that the distribution of values of coset members
is clustered around and to the left of the normalized logdistance of 0, in much the same way as for integers. The values
concentrated around the normalized logdistance of 0 indicate

that the distance is proportional the magnitude of the original
value. We can see that there are some instances of distances
much further to the right which correspond to cases where
the bit-flips impact the exponent rather than the mantissa.
Furthermore, since the IEEE floating-point representation uses
many fewer bits for the exponent than for the mantissa (8
versus 23 for single-precision and 11 versus 52 for doubleprecision), it makes sense that corruptions will more often
manifest in the fraction, thus resulting in even smaller absolute
distances. This consequence is also seen for coset members,
as we see in Figure 6.
This would seem to bode poorly for context-aware handlers
in floating-point applications, as this clustering of values will
likely make it harder to identify the correct value from all the
coset members. However, we will show later that this may not
be as important for some applications.
As discussed in Section IV-D, the number of candidates in
each coset that could possibly be the original value is relatively
small. This list is computed using a lookup table that can be
pre-computed for the particular EDAC scheme, and therefore
further reduces the run-time overhead of this approach.
The example in Figure 7 shows that the number of candidate
values to be considered is small compared to the overall size
of the code, and that the sizes do not depend on the choice
of data representation. This is because the EDAC strategies
in use are agnostic to the meaning of the data encoded, and
simply see the values as a collection of meaningless bits.
This shows how the handler will need to consider only a
small number of candidate values and so will correct quickly,
because of the short candidate list and the easy calculations.
B. Performance in CLAMR
The distribution of candidate corrections for reasonably
small values can be very heavily concentrated near the actual
correct solution. A relevant question is how well miscorrections will be tolerated in a real application.
We tested this correction method using CLAMR [8], a
cell-based adaptive mesh refinement hydrodynamics code that
serves as a performance proxy for many other applications
of interest. It has been used on a number of occasions as
a vehicle to study fault tolerance and resilience [14], [15].
CLAMR simulates the displacement of a volume of water
when perturbed and the resulting waves using the shallow
water equations [16].
In our experiment, CLAMR was initialized, and then allowed to run to a certain point, where the state of the
application is then checkpointed. The associated data was then
used as a starting point for studying our strategy’s behavior
under fault injection. We iterated across every cell in this grid,
and randomly injected 2-bit faults into the floating-point data
representing the wave height at that point.
For each injection, the EDAC subsystem detected the DUE,
and called our helper routine that calculates all weight-2 members of the coset containing the error. These were masked onto
the corrupted values to determine the candidate corrections,
as described in Section IV. The application-specific handler

(a) Distribution of distances from the correct value to all members
of the coset for 32-bit integers.

(b) Distribution of distance from the correct value to all members
of the coset for 64-bit integers.

Fig. 5: The distances between the correct data value and all candidate members of the coset not including the correct value
itself are calculated and plotted for 100K randomly chosen integers with randomly chosen 2-bit error injections. Most of the
candidates in the coset are very close numerically to the correct value as is evidenced by the large concentration at and to the left
of normalized logdistance 0. Note the x axis is the log of the normalized distance, i.e. log (| original − candidate | /original).

(a) Distribution of distances from the correct value to all members
of the coset for 32-bit floating-point.

(b) Distribution of distance from the correct value to all members
of the coset for 64-bit floating-point.

Fig. 6: Results for floating-point numbers. Most of the candidates in the coset are very close numerically to the correct value
as is evidenced by the large concentration at the normalized logdistance 0. Note the x axis is the log of the normalized distance,
i.e. log (| original − candidate | /original). There are a few instances of distances further to the right of 0 than in the above
case for integers, which generally correspond to bit-flips that impact the exponent rather than the mantissa.

takes the candidate list as input, and chooses the best of these,
according to the criteria in use. We ran two sets of tests using
different criteria: 1) the local average of the surrounding cells’
heights, and 2) the global conservation of mass.
Figure 8 shows a visualization of the wave heights over the
region of interest in the timestep before faults are injected. This
correct timestep serves as visual comparison to the incorrect
results in the following timestep, after the fault injection.
Figure 9 shows the result of the tests using the local
averaging criterion. Figures 9a and 9c show whether or not
the given cell’s selected candidate is correct, for the Hamming
and Hsiao encodings. The handler performs well for some
cells, but for others, it miscorrects the wave height. Figures 9b
and 9d shows the resulting “corrected” grid, containing both

correct and miscorrected wave heights.
Even though incorrect, the miscorrected cells still have wave
heights relatively close to the correct heights. On average, miscorrected values differ on average by 0.123 units, representing
approximately 1.78% error for Hamming, and 0.114 units and
1.67% error for Hsiao, as shown in Figure 11a.
Figure 11a shows that there are miscorrections of more than
1 unit from the correct original value. In Figure 12, we show
a cell that corresponds to a miscorrection of 2.5 units, and
show the values of the surrounding neighbors. The average
of the neighbors is 14.224. Candidates calculated from the
syndrome and the corresponding weight-2 members of the
coset are shown to the left in Figure 12. In this case, the
element from the list that is closest to the average is 13.046,

Fig. 7: The number of uniquely-sized candidate lists and their
lengths. We see that the number of candidates values that must
be considered is relatively small, and as such, a handler should
be able to quickly consider all remaining possibilities.

that is another possible criterion. We tested our handler with
this criterion, so that upon detection of a DUE, the handler
picked the candidate consistent with the mass conservation
invariant, to the closest extent possible within the limits of
typical floating-point rounding error. While CLAMR makes
use of enhanced floating-point summation techniques such as
Kahan summation [17], our helper function could be improved
by following suit, as discussed in Section VIII. Nonetheless,
any technique that makes use of a fixed number of bits will
impose limits to precision and the associated truncation errors.
In Figure 10 we present the much improved results of
experiments using conservation of mass as the criterion. There
are many fewer miscorrections, as shown by the smaller
number of blackened cells in Figures 10a and 10c as compared
to Figures 9a and 9c. Furthermore, the magnitude of the
error in the miscorrections is very much smaller, with average
error values 9.60 × 10−15 units and 2.41 × 10−13 % error and
7.93 × 10−15 and 1.67 × 10−13 % for Hamming and Hsiao,
respectively. These are truly negligible errors, and would
likely be reduced even further by using enhanced precision
techniques in our helper function.
VI. C OMPARISON TO OTHER S OFTWARE
FAULT-T OLERANCE S TRATEGIES

Fig. 8: CLAMR’s grid depicting wave height just before
fault injection. This represents the original uncorrupted data.
The grid is initially 64x64 cells wide with three levels of
possible mesh refinement enabled. Here there are a total of
approximately 25K individual cells across all three levels.

not the correct answer of 15.556. The non-linearity of the
surface of the wave on this set of cells combines with the
abundance of elements close to the correct answer to cause
the “nearest to neighbor average” to perform poorly.
In an attempt to improve upon this performance, we looked
at additional application-specific information. For example, the
simulation must satisfy the law of conservation of mass, so

The use of information produced by the hardware EDAC
reduces calculation, and gives this software-based technique a
great advantage over some other software-based methods.
CLAMR and other simulations often make use of invariants
like conservation of mass for error detection. However, they
must then periodically check that these remain invariant,
adding overhead to the already complex computations they
perform. In our strategy, we do not waste time periodically
checking invariants, but only take action when a DUE is
detected asynchronously by the EDAC method when the
hardware issues an interrupt.
Furthermore, such approaches may detect that an invariant
assertion no longer holds, but they do not correct the error
causing this, since they are unable to locate it in the data
structure. In this case, a checkpointed application would
have to restart from the last known good state. In contrast,
our strategy combines EDAC information about the physical
location of the DUE in hardware with the application-specific
domain knowledge, so not only detects, but also locates and
corrects these types of errors, and there is no need for a restart.
While software-based fault-tolerant mechanisms exist for
some problems, like those initially studied in [18], they also
require additional overhead and require periodic synchronous
checksumming or checksum recalculations. The use of information from the EDAC method greatly reduces this overhead.
VII. F UTURE W ORK
Our results are promising as a first step; however, further
study is required in several areas, in order to best deploy this
scheme onto a working system. Future work will include the
systems work needed for this end. It will also include further
investigation into application-specific criteria for a range of

(a) Miscorrected cells after correction using Hamming.

(b) Actual cell heights after correction using Hamming.

(c) Miscorrected cells after correction using Hsiao.

(d) Actual cell heights after correction using Hsiao.

Fig. 9: The results of attempted contextual correction in CLAMR, using as context the average of the surrounding neighbors.
While 53% of the 25K cells are miscorrected, (shown as black cells) they are miscorrected to values that are very close to
the correct original values, as seen in Figure 11a.

(a) Miscorrected cells after correction using Hamming.

(b) Actual cell heights after correction using Hamming.

(c) Miscorrected cells after correction using Hsiao.

(d) Actual cell heights after correction using Hsiao.

Fig. 10: The results of attempted contextual correction in CLAMR, using as context the conservation of mass for the system.
Here, only roughly 1% of the cells are miscorrected, and the amount of error is extremely small, as seen in Figure 11b.

(a) Average error of 0.123 units and 1.78% error and 0.114 and
1.67% for Hamming and Hsiao, respectively, in the case where the
correction is based on the one that is closest to the average of the
neighbors.

(b) Average error of 9.60 × 10−15 units and 2.41 × 10−13 % error
and 7.93 × 10−15 and 1.67 × 10−13 % for Hamming and Hsiao,
respectively, in the case where correction is the one that most closely
satisfies the conservation of mass for the system.

Fig. 11: Distribution of errors in corrected cell heights as defined as |corrected heights - original heights|.

DOE applications, and development of such methods for
other important EDAC schemes. Future theoretic work would
include investigation into the combinatorics of the EDAC

methods, as well as numerical techniques for summation.
There exists a tradeoff between the effort required to implement the contextual correction and the overall improved ap-

Candidate Members

CLAMR
Mesh Example

-2 x 10155
0
10.546

Chosen value

13.046
15.536
. . . 10 candidates . . .

Correct value
Average (of neighbors) = 14.224
Chosen value is closer to
neighbor average than the
correct value or many other
candidates which would have led
to smaller numerical errors.

15.546
. . . 12 candidates . . .
15.557
15.639
15.858
497.472
994.944
1.9 x 1025
2.3 x 1049

Fig. 12: Example DUE miscorrection in CLAMR

plication resilience. These corrections require domain-specific
knowledge, so, additional study in the generalizability of this
approach to multiple applications is needed.
We note that the mass conservation technique we have
shown here outside of the CLAMR application uses simple
summation methods as is used in most applications. CLAMR
uses an enhanced precision technique [19] that would allow
us to improve on these excellent results even further. The
error correction handler can use enhanced precision sums
as well. In a study by Anderson [20], this was shown to
reduce the possible global sums, and thus the corrections
to potentially two or three options that vary in the least
significant bit or two. Though her work was for dot products,
the global sum has been observed to be similarly restricted
in possible values. Though some additional precision is lost
in the subtraction of two similar large values, it is likely that
this would drive the miscorrected value distribution down even
more. Since regular sums are more commonly used and the
results are already remarkable, we leave this improvement to
future implementations.
Finally, some scientific applications are inherently resilient
to small perturbations in their data, and as such, would be
better candidates for this type of contextual correction in the
presence of miscorrections. While we have done some initial
work in this area of inherent resilience [21], a great deal of
fundamental research remains.
VIII. C ONCLUSIONS
In this work, we have discussed a method that uses information from the hardware-based EDAC method in combination
with application-specific information to correct detectable but
formerly uncorrectable errors in application data.
We investigated this in depth with excellent success on a
proxy hydrodynamics code, statistically testing two different
contextual criteria and two commonly used binary linear
EDAC schemes. We have proposed feasible modifications to
the operating system, and helper functions that will enable the
system to make these application-contextual corrections.
The success of the application testing combined with currently achievable modifications to the system mean that this is
a method that can actually be implemented on a real system to
correct the double errors that formerly caused system crashes.
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