
 
Fig. 1. High-level design of the proposed compiler framework 

 
Fig. 2. State vector layout 
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1 Introduction 
Finite Automata (FAs) [1] are the computational engine at the 
core of many pattern matching applications that require 
searching an input text for the occurrence of a potentially large 
number of textual patterns. Pattern matching is performed by 
traversing the FA guided by the symbols in the input text. 
Several applications from multiple domains, such as 
bioinformatics [2], data mining [3], computational linguistics [4, 
5] and high-energy particle physics [6], operate on patterns that 
have a fixed and predefined structure. The fixed structure of the 
automata allows specific implementations and optimizations that 
are not applicable to the general case where the patterns to be 
matched have different structures. 
Our goal is to design an efficient NFA traversal engine tailored 
to fixed-topology NFAs. Most existing automata processing 
implementations are memory-centric (they store NFA states and 
transitions in memory). As a result, for these designs memory 
size and bandwidth are the main limiting factors to performance 
and power efficiency. However, in the presence of fixed-
topology NFAs, it is possible to embed the NFA structure in the 
traversal code and store in memory only the symbols associated 
with the transitions and the input text. This allows a design that 
is not only memory-efficient, but also vectorizable, as all 
patterns result in the same traversal code. 
Based on these observations, we devise a highly parallel NFA 
processing engine suitable for SIMD platforms called SIMD_NFA. 
SIMD_NFA aims to achieve full utilization of the SIMD lanes 
while providing SIMD-friendly memory access patterns. 
SIMD_NFA reduces or eliminates common bottlenecks found in 
existing memory-centric GPU designs, such as control-flow 
divergence, memory divergence and synchronization overhead. 
We propose a compiler framework that, given a set of NFAs with 
fixed topology and the hardware configuration of the target 
SIMD platform, deploys the NFAs and the input streams to be 
processed onto the target platform so as to leverage the available 
parallelism, maximize hardware utilization and optimize the 
memory accesses. Our proposed compiler performs a set of 
platform-agnostic and platform-specific optimizations. 

2 Our Proposed Framework 
2.1 Compiler Toolchain Design 
The compiler takes two input files: one that encodes the set of 
NFAs to be deployed, and one that describes the hardware 
configuration of the target device (i.e., number of SMs and 
shared memory size for GPU, number of cores and L2 cache 
capacity for Xeon Phi). The compiler uses the pattern-specific 
information to generate the memory layout of the transition 
symbols, and encodes a parallel traversal kernel based on the 
NFA topology. The traversal kernel is tailored for the target 
SIMD platforms (i.e., GPU and Intel devices in Fig. 1).  

2.2 SIMD_NFA Design 
State vector layout – Fig. 2 shows the layout used for the state 
vectors. We store the activation status of the NFA states in 
bitmap arrays, called state vectors. We place states that belong to 
different NFAs but have the same identifier (i.e., the same 
position within the NFA topology) in contiguous regions of the 
state vector. We assign to each SIMD lane a distinct set of NFAs 
(i.e., patterns). Each lane within a SIMD unit processes a batch of 
NFAs. The number of parallel lanes depends on the SIMD width 
of the target platform: 32 for GPUs and 16 for Intel devices. 
NFA traversal code – Fig. 3 shows the NFA traversal 
pseudocode. Fig. 3(e) is specific to the NFA topology shown in 
Fig. 3(a), while the rest of the code is common across topologies. 
The underlined lines of code represent bitmap operations 
performed in parallel by the SIMD lanes (32-bit per lane). 
Variables currentsv and futuresv store the state vectors before and 
after processing each input symbol, respectively. persistentsv is 
used to handle persistent states efficiently. The main body of the 
program (Fig. 3(b)) consists of a loop on input symbols, resulting 
in the update of the currentsv and futuresv bitmaps. The input-
stream-symbol-fetch function fetches the input symbol from the 
corresponding input stream. The topology-specific-traversal 
function, which is automatically generated by our compiler from 
the NFA topology, contains the logic that controls the update of 
the state activations. For each input symbol, each lane processes 
all the states of the NFAs assigned to it sequentially independent 
of their activation status. The compiler generates the body of this 
function (lines 15-29) by iterating over the states of the NFA 
topology and their transitions. For each transition the compiler 
inserts in the code an invocation of either the symbol_tx_update 
or the epsilon_update function and, optionally, of the 
match_check function. Each bit in the mask, generated by the 



 

 

match_check function, indicates whether the input symbol 
matches one of the symbols triggering the transition being 
processed. To allow for efficient memory accesses, we group 
symbols from different patterns in contiguous memory locations. 
The comparison of the transition and input symbols is the only 
point in the SIMD_NFA code where the execution can diverge. 
Workload distribution – The maximum number of patterns 
that a SIMD unit (a set of lanes executing in lockstep) can 
process concurrently is equal to (𝑏𝑎𝑡𝑐ℎ_𝑠𝑖𝑧𝑒	×	𝑆𝐼𝑀𝐷_𝑤𝑖𝑑𝑡ℎ). If 
the number of patterns to be matched exceeds this value, we 
distribute the patterns across multiple SIMD units; if it is lower 
than this number, to be fully utilized a SIMD unit must be 
assigned multiple input streams. 

3  EXPERIMENTAL EVALUATION 
Here, we show results reported on three Nvidia GPUs: Tesla 
K40c, TITAN X and TITAN XP with Kepler (GKep), Maxwell 
(GMax) and Pascal (GPas) architectures, respectively. In addition, 
we use three Intel platforms: a Xeon Phi coprocessor (XCop), a 
Xeon Phi processor (XPro) and a Xeon Skylake processor (XSky). 
We use Fermi, Sequential Pattern Mining (SPM), Entity 
Resolution (ER), Hamming Distance (HD) and Levenshtein 
Distance (LD) datasets, which are fixed-topology NFA datasets 
from [7]. We use small and large HD and LD datasets. As a 
baseline for evaluation, we use an extended version of the well-
known GPU implementation (iNFAnt) [8] called iNFAnt+  and a 
NFA traversal engine that uses iNFAnt memory layout on Intel 
SIMD devices and leverages stream-level parallelism, called 
iNFAntx86. For each dataset, we use the minimum number of 
input streams, with 15 KB size each, that guarantees full device 
occupancy (shown on top of the bars in Fig. 4). In Fig. 4, we 
compare SIMD_NFA and baseline implementations in terms of 
throughput. The results are arranged along the x-axis from left 
to right based on the size of the NFA topology. 
In summary, we observe that the characteristics of the NFA 
topology affect the performance of SIMD_NFA and baseline 
implementations differently. SIMD_NFA processes sequentially 
all the NFA states independently of their activation status, while 
baseline implementations perform less processing for states that 
are inactive. Therefore, SIMD_NFA is penalized on topologies 
with a low activation ratio and a large number of states (e.g. ER). 
Transition types also affect the performance. Negative and 
wildcard transitions tend to increase the memory footprints in 
baseline implementations (e.g., Fermi and SPM) and epsilon 
transitions handling increases the activation ratio (i.e., the ratio 
of the average number of active states to the total number of 
states) and leads to synchronization overheads for iNFAnt+ (e.g., 
ER). SIMD_NFA shows noticeable benefits on older GPUs with 
lower memory bandwidth. This also holds true for Intel devices. 
Unlike on GPUs, SIMD_NFA outperforms iNFAntx86 on all 
datasets. Additionally, Intel SIMD devices outperform GPUs on 
large datasets (ER, HD_large and LD_large). This is because of the 
efficient caching mechanism on Intel SIMD devices that can 
favor datasets with large memory utilization. 

4  CONCLUSION 
We have proposed a memory-efficient implementation of pattern 
matching based on fixed-topology NFAs, which embeds the 
automata topology in code and stores only the transition 
symbols and the input streams in memory. We have proposed a 
compiler framework that automates this process for SIMD 
architectures. We have showcased our compiler framework on 
GPUs and Intel SIMD devices. 

 

a) Example NFA topology	

	
b) fixed-topology-NFA traversal 
1: currentsv ← initialsv 
2: while (!input_stream.empty) do 
3:      futuresv ← currentsv & persistentsv 

4:      c ←input-stream-symbol-fetch(SIMD-unitID, laneID, counter) 
5:      topology-specific-traversal (c, currentsv,  futuresv) 
6:      currentsv ← futuresv 

7:      futuresv ← 0	
c) function symbol_tx_update (mask, src, dst, is-pos, is-neg, is-wildcard)  
8:    if (is-pos)                   //transition with positive symbol 
9:        futuresv(dst) |← mask & currentsv(src) 
10:  else if (is-neg)            //transition with negative symbol 
11:       futuresv(dst) |← ~mask & currentsv(src) 
12:  else if (is-wildcard)    //wildcard transition 
13:       futuresv(dst) |← currentsv(src) 
d) function epsilon_update (src, dst) 
14:      futuresv(dst) |← futuresv(src) 

e) function topology-specific-traversal (c, currentsv,  futuresv)  
15: for src_state in [0, 3] do 
16:      if (src_state=0) 
17:        // destination: state 1 
18:        mask ← match_check(c, tx_symbol_array,0,2) 
19:        symbol_tx_update(mask,0,1,1,0,0)  //positive tx handling 
20:        // destination: state 3 
21:        mask ← match_check(c,tx_symbol_array,2*pattern_count,1) 
22:        symbol_tx_update(mask,0,3,1,0,0)  //positive tx handling 
23:    if (src_state=1) 
24:        // destination: state 2 
25:        mask ← match_check(c,tx_symbol_array,3*pattern_count,1) 
26:        symbol_tx_update(mask,1,2,0,1,0)  //negative tx handling 
27:        // destination: state 3 
28:        symbol_tx_update(mask,1,3,0,0,1)  //wildcard tx handling 
29:        epsilon_update (1,3)                         //epsilon tx handling 

Fig. 3. NFA traversal pseudocode 

   
Fig. 4. Throughput results on GPU (left) and Intel SIMD devices (right). Vertical axes are in logarithmic scale. 
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